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Abstract. In Augmented Reality (AR) real imagery is superimposed
by computer graphics renderings of virtual objects. This paper addresses
the problem of creating the illusion that the virtual objects cast credible
shadows in the real scenario. A step towards this is to be able to de-
tect shadow regions in images of natural scenes, and this paper describes
an approach to such shadow detection. The shadow detection can dis-
tinguish between directly lit areas, penumbra (half-shadow) areas, and
umbra (full shadow) areas. Furthermore, it is demonstrated how virtual
shadows can be created which appear very similar to the real shadows.

1 Introduction

In Augmented Reality (AR) imagery of real scenes are augmented with visual-
izations of virtual objects to create the illusion that the virtual objects are a part
of the real scene, (see figure 1). AR can be used for, e.g., overlaying disassembly
instructions on images of electronic equipment, for interactive entertainment, or
for cooperative design and planning, [1, 2]. Augmented scenarios can be presented
to a user on a computer screen, or via transparent Head Mounted Displays.

Three different issues must be addressed to create truly credible augmenta-
tion illusions: 1) registration of virtual coordinate system to scene coordinate
system (observer tracking), 2) handling occlusions between real and virtual ob-
jects, and 3) subjecting the rendering of virtual objects to virtual lighting which
is consistent with the lighting of the real scene.

A typical solution to the registration problem is magnetic tracking technol-
ogy, or a computer vision based scheme, [3,4]. And the occlusion problem can
only be solved properly given a complete 3D model of the real scene, and then
inserting the 3D models of virtual objects in order to solve the visibility issue.

This paper focuses on the latter of the three listed issues, i.e., lighting. The
virtual objects must be rendered using a lighting model consistent with the
lighting of the real scene. We are especially focusing on being able to cast shadows
from virtual objects onto real objects. L.e., creating shadows that are not part
of the real scene. In this paper we demonstrate how the image can be classified
into areas that are directly lit, areas that are partially lit, and areas that are
in shadow, and we demonstrate how these classification results can be used to
insert virtual shadows with correct appearances.



-

. Nlustration of Augmented Reality by superimposing virtual objects on real
images, and of how the virtual objects must cast shadows in order to properly appear
to be part of the scene. Left original scene. iddle virtual objects superimposed on
real image. Right virtual shadows have been manually drawn into the image.

There are two main aspects to shadows: 1) the geometric issue, and 2) the
spectral issue. The geometric issues deals strictly with the 3D geometry of the
scene and the positions and sizes of light sources. These together determine
which areas of the scene will be 1) directly lit, 2) partially lit (penumbra), and
3) in shadow (umbra).

The spectral issue is relevant in cases where there are multiple light sources.

or instance outdoor scenes are lit by the sun and the sky (and re ections from

objects). This means that areas which are in shadow from the dominant light

source(s) are actually lit by the ambient lighting. There have been numerous ap-

proaches to estimating lighting conditions in real scenes, either by taking images

of re ective spheres placed in the scene, [ , ], or by placing omni-directional
cameras in the scene, [ ].

ur work is aiming at estimating the scene lighting from the images them-
selves imaging the scene with special-purpose objects. This paper ad-
dresses a step towards this goal, namely that of detecting real shadows in the
images, and using this information to learn how to adjust both the intensity
the color of a region in the image to make it appear as if the region is actually
in shadow - a shadow created by a virtual object. We demonstrate in this paper
that it is possible to mimic the spectral properties of ambient lighting when cre-
ating virtual shadows, as we describe an approach to adjusting pi el colors and
intensities so they appear to be in shadow even if they are not in the real image.

The outline of the approach and the paper is as follows. irst we perform a
color segmentation of the image (section 2). Then we automatically compute two
thresholds from the intensity histogram of each color segment, thus dividing the
pi els into three intensity categories: umbra (lowest intensity), penumbra, and
directly lit (highest intensity). Thresholding is described in section 3. inally,
section 4 describes how the information from the real shadows can be used to
create virtual shadows using alpha blending.



. Left All pi els of table color segmented from the image in gure . iddle
and right paper holder and sponge segmented from another image (now shown).

nt tion o ion

igure 2 illustrate how it is possible to segment all pi els of similar color. The
approach taken is to convert the R B color image to the H  color space. Then
we form classes in the (H, ) plane by computing the mean and the covariance
matri for a small population of pi els with similar color. or the e amples given
in this paper the training is interactive in the sense that the user selects a small
rectangular area, for e ample on the table in figure 1. The mean for this class,
[ ], and the 2 by 2 covariance matri , ,is computed. ubsequently
the squared Mahalanobis distance, ( ), from any given pi el, [ ],
to the class is computed:

()1 ] [ ] (1)

If the squared Mahalanobis distance, (), is below a threshold, the pi el
is classified as belonging to the color class . In the present implementation
this threshold has been set corresponding to a confidence level of

1 ¢ tion o do

The intensities naturally hold a lot of information about how much light hits a
region in the scene. igure 3 shows the intensity histogram for the table region
shown in figure 2. In [ ] a somewhat heuristic approach is taken to intensity
threshold selection based on detecting histogram peaks by differentiation, which
is a fragile approach. We demonstrate here that the thresholds can be selected
completely automatically using a statistically based scheme.

Assume that the intensity histogram has been normalized with the number
of pi els so as to represent a probability density function for intensity values.
Intensity values lie in the range ] ]. Thus, the histogram value at intensity

, (), gives the probability of this intensity value in the image. The sum of
() over all equals 1.
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. Intensity histogram for all pi els with table color from gure 2. The two (red)
vertical lines on the hori ontal a is indicate two threshold values found automatically,
separating the pi els into categories umbra (below lowest threshold), penumbra, and
directly lit (above highest threshold).

An approach e ists, developed by tsu, [ ,1 ], for automatically selecting
a single threshold given such a histogram (assumed to be bi-modal), The ap-

proach finds the threshold which minimizes the . ora
given threshold, , the within-group variance is found as:

O O 0O O 0 (2)

() () and () 0) 3)

and where () is the group variance of the population below the threshold
,and () is the group variance of the population above. The within-group
variance is computed using eq. 2 for all possible threshold values, ] ]
The threshold value which yields the smallest within-group variance is then
selected. This threshold selection scheme has been implemented and used in the
following manner:

1. use the threshold selection approach to find a first threshold, , separating
the population into two: directly lit, and not directly lit

2. remove all pi els with intensity above  from the population, i.e., remove
the directly lit pi els

3. compute new intensity histogram for the remaining pi el population (the
non-directly lit)

4. automatically select a second threshold, , separating non-directly lit pi els
into umbra and penumbra

This two step approach was used to generate the lighting classification shown
in figure 4. The approach works very well if the pi el population is dominated by
directly lit pi els, i.e., if there is more directly lit area than umbra and or
penumbra. This is not the case for the paper holder of figure 2. igure shows
the histogram for this pi el population.



. Left pi els of the table surface classi ed as being lit only by ambient lighting
(umbra). iddle pi els partially lit by the light source, (penumbra). Right pi els
directly lit by the dominant light source.

. Far left Intensity histogram for all pi els of the paper holder from gure 2.
The two (red) vertical lines indicate the two thresholds determined simultaneously.
Last three images umbra area, penumbra area, and directly lit area, respectively.

To address this problem we have generalized the threshold selection scheme
from [ ,1 ] to tri-modal histograms, enabling the method to find
the combination of two thresholds, ,and , (2 ), minimizing the within-
group variance:

c )y )y )y ¢ )y ) ) ) (4)
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igure  shows the thresholds chosen by simultaneous selection of both
thresholds, which in this case performs much better than the two-step approach
described above. The light classification results are also shown.

nr tin do

We now turn towards attempting to create virtual shadows, which mimic real
shadows. We will not address how to compute to place virtual shadows,



but only look at how to change the spectral properties of an image area so that
it looks like a real shadow. Techniques for computing to cast shadows can
be found in [11,12].

The section presents a scheme enabling us to change the spectral properties
of one pi el population, so that it equals the properties of some other population.
That way we can for e ample take a directly lit area and turn it into what it
would look like if it had actually been a penumbra area. igure illustrates the
result.

. A fake umbra area (left) and penumbra area (right) has been added to the
image to illustrate that image regions can be adjusted in terms of intensity and color
so as to appear as shadow.

Assume we have an image region from the original image with some average
R B values, | ] . This region can for e ample be a directly lit region in
the image. Assume also that we have a model region, with average R B values
[ ] , for e ample an umbra region in the same image. We wish to change
the original so that it has the same color and intensity as the model.

We will use the image blending scheme known as alpha blending, [12], to
change the appearance of the original region, so that it acquires the same average
as the model region. Alpha blending is performed on all pi els in a defined area
and is supported by contemporary computer graphics hardware. In its general
form alpha blending for a pi el is a linear combination of the pi el s original
R B values and an alpha overlay:

) ()

where subscript indicates the result R B values after the alpha blending,
subscript  indicates alpha overlay R B values, and subscript indicates the
pi el s original R B values before blending.

q. means that we can change for e ample a directly lit region into an
umbra region, provided we can find a combination of an  value and an overlay



R B vector, , which when applied to all pi els in a region changes
the average from [ ] to] ] . ILe., we need to solve the following
equation system for , , ,and :

@ ) ()

We will use the same R B values for all pi els in the alpha overlay, therefore
there is no subscript and no average bar over the overlay s R B components
in eq. . If we brie y treat as a known value we can re-arrange eq.

& ()
L ()
1

- (1)

In principle we could choose any value for , and there would still be a
solution to eqs. through 1 . But, there are other constraints to consider. irst
of all must be in the interval 1 . econdly, should be as small as possible
in order for the blending represented by eq. to preserve of
the original pi el values ( ), i.e., to weigh the original values as high
as possible. This will ensure that the original te ture will be visible through the
alpha shadow overlay. n the other hand, hardware supported alpha blending
does not allow any of the components in the alpha overlay to be
negative. This last constraint translates into three constraints on how
can be, one for each color component, where then has to be higher than or
equal to the largest of the three values:

ma ( ) (11)

ince  has to be small to preserve te ture, we choose the smallest value
satisfying eq. 11. The steps in creating a virtual shadow then become:

1. take a small population of pi els which are in shadow, e.g., penumbra, and
compute the average R B values, [ ]

2. take the population of pi els in the region which should be changed into
appearing like shadow and compute the average R B values, [ ]

3. apply eq. 11 to find the best  value

4. apply egs. through 1 to compute the R B components of the alpha over-
lay, [ ]

. perform alpha blending using eq. using the same R B values for all pi els

in the overlay



onc u ion nd utur or

It has been demonstrated that images of natural scenes can be classified into
directly lit, penumbra or umbra regions without any prior knowledge of lighting
or scene content. It has also been demonstrated that given this classification it
is possible to add realistic false shadows to images, showing that it is possible
to let virtual objects cast shadows in real scenes.

uture research involves developing methods for estimating light source po-
sitions from images, and using this information to generate renderings of virtual
objects, including shadows, and superimposing them on images.
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