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1 Introduction

What does it look like 'behind the scenes’ of an interactive virtual environment? What
technical functionalities are required to support the simulation of a virtual world, populated
by computer controlled characters which interact with each other, and even interact with
user-controlled characters? How can we design a system that gives the user a feeling that
he/she is influencing a virtual world, have some control over what happens, and have
possibilities for creating his/her own experiences?

These are complicated issues to which there by no means are final answers or design
guidelines. The present chapter addresses these issues with a starting point in a specific
application context: the interactive virtual experience developed by the PUPPET project’.

The PUPPET project was a focal point for research into the development of interactive
virtual environments populated with computer controlled characters (autonomous agents,
or simply agents) aimed at children in the age group of 4 to 8 years. A concrete result
from the PUPPET project is an interactive farm scenario with two agents, a Farmer and
a Cow, and an avatar, a Sheep. The avatar is the child user’s embodiment in the scenario,
and the character through which the child interacts with the scenario.

By using the PUPPET scenario as application context, or case as it were, this chapter
is closely related to another chapter in this book, namely that of Szatkowski and Lehmann.
They develop and explore a dramaturgical framework to structure the balance between
interactivity and story development for the PUPPET scenario. The two chapter can easily
be read independently; they simply provide completely different perspectives on several of
the same issues.

In this chapter we present a technical viewpoint on the problem area. We will look
at some specific functionalities of the developed system and discuss them in relation to
the application context. In other cases we describe particular requirements posed by the
dramaturgical design of the PUPPET scenario, and discuss various technical solutions. As
such the chapter is quite factual. It is a design description of a concrete software platform.
Nevertheless it is believed that the topics chosen will be of general interest to researchers
and designers in the field of interactive 3D virtual environments. The chapter attempts to
focus on general aspects, and on discussing them in a manner accessible to a wide audience.

!The PUPPET project (The Educational Puppet Theater of Virtual Worlds) was funded by the Eu-
ropean Commission as an ESPRIT Long Term Research Project under the i3 Early School Environments
Programme, project number EP 29335. The project ran from October 1998 to January 2001.



But first, in order to provide the necessary background and insight, we give an overview
of the technical platform developed to support the interactive scenario, i.e., a platform
for real-time 3D virtual environments with focus on interaction with computer controlled
characters (autonomous agents).

The last decade’s drastic increase in home computer performance has caused a revolu-
tion in interactive virtual environments. From being the dream of the few such environ-
ments are now a standard household entertainment medium: incredibly immersive, believ-
able real-time 3D computer games are abundant, all available for run-of-the-mill desk-top
computers.

In a famous speech in 1965, ” The Ultimate Display”, Ivan Sutherland, (Brooks Jr. 1999),
put forward a vision for what would later become virtual reality, or virtual environments:

Don’t think of it as a screen, but think of it as a window, a window through
which one looks into a virtual world.

Although impressive advances have been made this almost 40 year old view of ’virtual
reality’ is still ahead of present day state of the art in many respects. In addition to the
above quote Sutherland’s vision can be summarized as:

e Display as a window into a virtual world

e Image generation which make the picture look real

Computer maintains a dynamic world model in real time

e User directly manipulates virtual objects

Manipulated objects move realistically
e Immersion in virtual world via head-mounted display

e Virtual world also sounds real, feels real

Many items from the above list can be considered as having been achieved, some items
have functional solutions though further improvements are needed, others have only been
rudimentarily addressed. The most noticeable of the latter category is the issue of getting
the virtual world to feel real. Similarly, direct manipulation of virtual objects is not as
natural and intuitive as we experience it in the real world. The remaining items have
solutions that are sufficiently well-developed to actually suspend user disbelief, and make
the user feel immersed in a dynamic, virtual but seemingly real interactive world.

Three development areas have simultaneously and cooperatively driven the development
of virtual reality (VR): vehicle simulators (flight, ship, and automobile), entertainment
(games and movies), and ’serious’ application specific VR. The latter category does not
have a proper heading, but covers applications that do not fall into the first two; it is often
referred to merely as "VR’, (Brooks Jr. 1999, Astheimer & Rosenblum 1999). The category
covers e.g., surgery simulators, VR systems for rapid visual prototyping in industrial design,



and visual data mining (Granum & Musaeus (2002) provide an interesting description of
the latter subject). In 1999 VR was estimated to be a US$3 billion industry, (Astheimer
& Rosenblum 1999), and the computer games industry was estimated to be a US$7 billion
industry, (Olsen 2002).

As mentioned 3D computer games are good examples of the current state of interactive
virtual reality. They better than anything demonstrate to a wide audience that it is possible
to create illusions of entire fantasy worlds, which one can explore the world at will, where
one can cause things to happen, making them truely interactive. This chapter will attempt
to present a ’look behind the scenes’ of such interactive VR systems. The chapter will
give an overview of the main general functionalities required to create such interactive
worlds, where one can move around and explore a virtual world, populated with computer
controlled characters (autonomous agents). As such this chapter is a sequel (or perhaps
more precisely a prequel) to Madsen & Granum (2000), which provided an overview of the
autonomous agent concepts, and the main issues involved in designing these.

Figure 1: Two screenshots from a virtual world providing an interactive farm world designed
for children. The Cow and the Farmer are computer controlled characters (autonomous
agents), and the Sheep is the user’s avatar. Thus, the screenshots illustrate the concept of
an inhabited, dynamic virtual world, into which the computer display acts like a window.

Figure 1 shows two screenshots produced by an interactive VR platform developed
jointly for the STAGING project sponsored by the Danish Research Council, and for the
PUPPET project. The specific scenario shown is a farm yard inhabited by various animals.
But the same VR platform can readily be used to run any other scenario provided 3D models
of environment and characters are available. I.e., there is an important distinction between
a VR latfor and a scenario, a platform being a general software system designed to
execute scenarios, which in turn provide the description of the look and feel of particular
virtual worlds.

In the community of computer games the VR platform is called a a e en ine, and
scenarios are often called a e la or content. The chapter is devoted to giving an intro-



duction to the overall design and key internal funtionalities of such a VR platform or game
engine. The reason for this is that there is 'more to it than meets the eye’: there are many
complicated issues to address in order to design and implement a VR platform capable of
facilitating virtual worlds such as the one depicted in figure 1.

The structure of the chapter is as follows. Section 2 gives an overview of the overall
design of the technical platform with particular emphasis on the difference between the
visuali ation and the world server functionalities, and issues such as getting objects to move
around are addressed. In section 3 we then pick a set of generic functional requirements
from the aforementioned PUPPET scenario. These requirements are discussed from a
technical point of view, and related to the platform design, and the developed solutions are
outlined. For example we describe some functionalities developed to enable the system, in
particular the autonomous agents, to inter ret the actions of the user in relation to the
roles of the agent’s characters. Finally, section 4 summarizes and concludes.

C nic ri o t or

Naturally there are many different ways to design the architecture of an interactive virtual
reality platform for use in a game type situation. Vince (1995) and Watt & Policarpo (2001)
present some views similar to what shall be outlined below. It is important to distinguish
between 1) the wisuali ation of the virtual world involving real-time computer graphics,
and 2) the virtual environment server, which maintains the dynamics of the virtual world,
provides support for various communication and interaction within the virtual world, and
also handles the interface to the user converting user actions into effects.

In the subsequent sections a platform design will be presented at a block diagram
abstraction level. The chapter as a whole will focus mainly on aspects relating to single-
user systems, since the idea of the chapter is to give the reader an understanding of the
processes going on to facilitate an interactive virtual environment. Readers interested in the
particularities of multi-user systems are referred to works such as (Greenhalgh & Benford
1995, DeLoura 2001, Carlsson & Hagsand 1993, Benford & Fahlen 1993).

Figure 2 shows a block diagram of an interactive virtual reality platform, where com-
puter controlled autonomous agents act and interact in real-time, and where the virtual
world is visually and auditorilly rendered to a user. Figure 1 showed screenshots from such
a world.

Referring to figure 2 there are four groups of elements: 1) to the left is the user, 2)
immediately right of the dotted line, which demarks the boundary between the real and the
virtual world, there are a number of interface mediating modules enabling the user to see
(visual rendering) and hear (auditory rendering) the virtual world, and the user can interact
with the virtual world using various devices (in our platform these include computer mouse,
standard game console interfaces such as a "wingman”, and microphone), 3) the central
virtual environment server is in charge of the real-time maintainance of the dynamic virtual
world, and 4) to the far right three autonomous agent instances are shown, although there
can be any number.

In a previous paper, (Madsen & Granum 2000), we gave a detailed description of the
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Figure 2: Platform architecture overview. The dotted vertical line demarks the interface
to the user. Everything to the right of the dotted line constitutes the platform. In our case
the platform includes computer controlled characters (autonomous agents). The central
element, the virtual environment server, handles all dynamic and kinematic simulations,
as well as all interaction between characters (and the user).

concept of autonomous agents and their possibilities for emulating life in virtual worlds. The
present chapter will not discuss this in detail, but section 2.3 gives a brief summary of the
autonomous agent concept and the particular agent architecture that has been developed
for this platform. This summary is important for section 3 which discusses functionalities
developed in support of the dramaturgical framework of the PUPPET scenario.

An important feature of any platform for interactive 3D virtual environments is the visual-
ization of the virtual world. It is beyond the scope of this chapter to give an introduction
to the fundamentals of real-time 3D computer graphics, as there are so many other ex-
cellent works on this topic, e.g., (Watt & Policarpo 2001, Watt & Watt 1992, Foley, van
Dam, Feiner, Hughes & Phillips 1994, Watt 1998, Angel 2000). But subsequently we briefly
describe the primary elements in the visualization module developed for this project.

Figure 1 shows screen dumps from a caricatured, cartoonish farm scenario. Every single
element/object in this virtual world is comprised of a collection of 3D triangles, and every
triangle has a texture, or an image, mapped to it. This is shown clearly in figure 3.

Virtual worlds include static objects such as terrain, buildings, and fixed structures,
and dynamic objects such as characters, vehicles, and machines. Most often static, as well
as dynamic, objects are modelled using special software for 3D modelling such as Maya or
3DStudio. But is should be mentioned that as an alternative 3D models can be constructed
by scanning real objects using one of many 3D scanning technique. An overview of such
techniques is given in (Bj rnstrup 2002). Figure 4 shows an example of 3D computer
models created from using a stereo vision reconstruction technique to scan a real building
and a plastic model building.



Figure 3: Top row: computer graphics based rendering of 3 different virtual world sce-
narios with colored and textured polygons. Bottom row: the polygonal object structures
underlying the images in the top row.

Using 3D modelling tools or scanning to create 3D computer models of man-made
structures is normal practice and gives good results, but it is somewhat more difficult to
get reasonably realistically looking results when it comes to modelling natural shapes, such
as terrain and vegetation. Interestingly, in recent years it has become popular to use 2D
images for modelling terrain. The approach is to ’paint’ a 2D gray-scale image, using
the underlying assumption that it will later on be interpreted as a height map, where the
brightness of an image region is mapped to height. Recent articles by Martin (1999) and
Peasley (2001) present excellent descriptions of how to make complicated terrain in this
manner. As an example figure 5 shows how an image of a human face can be converted
into a height map for use in virtual environments as a mountainuous terrain.

Regardless af whether the 3D geometry of an object or some world element is modelled
manually, scanned or otherwise built automatically, it is important to add textures to
the geometry in order to achieve visually appealing results. Geometry (shape) alone is
not enough. Textures can be real images, or they can be drawn in 2D drawing/image
manipulation programs. Figure 6 illustrates how a very simple 3D model of a cartoonish,
charicaturized Farmer achieves its distinctive visual appearance from 3D shape as well as
from the textures mapped to the shape.
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Figure 4: The shed on the left is a 3D model created from stereo vision reconstruction
based on images of a real physical shed. The yellow old-fashioned dairy in the middle was
created by scanning a plastic model building. Both scanned 3D models have been imported
into a 3D virtual world.

Even if recent developments in computer graphics hardware for computers have made
it possible to make real-time visualizations of rather complicated 3D models there is still
a limit to how many polygons (triangles) can be shown on the screen. In order for the
visualization to appear smooth it is generally accepted that a computer game must render
the visualization with at least 30 images per second, but 50 frames per second is more
typical for good virtual environments. The limiting factor in how many frames per second
can be visualized is the number of polygons in the scene. Because of this it is common to
use cleverly designed textures instead of geometry (polygons). E.g., Instead of ”wasting”
polygons on buttons and on eyebrows of the Farmer, these visual elements only appear in
the texture. Conversely, the nose of the Farmer is important for his visual appearance in
profile, and thus the nose needs to be modelled as a 3D shape, not only drawn as a texture.
Another typical use of textures is for shadows. It is still not generally possible to compute
the shadows cast by objects in real-time, so in many computer games, as well as in the
PUPPET system, shadows cast by characters are implemented as a partially transparent,
dark 2D surface below the character, and this surfaces follows the character around as it
moves about in the virtual world.

Textures can be switched at run-time while visualizing objects, and we use this func-
tionality to enable our characters to change facial expression. E.g., the face texture in
figure 6 can be replaced by one with a reddish, angry appearance. This causes the facial
expression to change from one frame to another. One advantage is that the sudden change
makes the mood transition more apparent, more dramatic, but given enough textures a
smooth transition from one expression to another can easily be created.

Before the terrain, the objects and the characters can be visualized using modern com-
puter graphics everything must be organized in a socalled scene graph, figure 7. The
purpose of the hierarchical nature of the scene graph is that transfor ations can be ap-
plied to every node in the graph individually, but applying a transformation to a node
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Figure 5: Left: gray-scale image of a human face. Right: the face image when interpreted
as a height map, where the image brightness is mapped to terrain height.

implies that all children of the node are subjected to the same transformation, all the way
down to the lowest vertex level. A transformation can be a scaling, a translation or a
rotation. Thus it is quite simple to get the entire Farmer character to move around in
the scene; it only requires translations and rotations to be specified for the Farmer node,
and automatically all geometry sub-ordinate to the Farmer node will be translated or ro-
tated in the same manner. If we only want to rotate the head, the appropriate rotation
transformation is specified for the head node. Subjecting the root node (the ”entire scene”
node) to transformations causes a change of viewpoint of the entire scene. IL.e., when the
user "moves around” in the virtual world, exploring it freely, the user’s computer mouse
movements are converted into translations and rotations applied to the scene graph root
node.

The hierarchical nature of the scene graph has implications for how to ani ate objects.
Le., if we want it to appear as if the Farmer is actually moving his legs and feet while walk-
ing, we have to translate and rotate the legs/feet appropriately, in addition to subjecting
the Farmer node to a translation transformation. If we need even more detailed realism
in movements, e.g., if we want the feet to bend as they are lifted from the ground, then
transformations need to be applied to the polygonal and vertex levels below the foot node
in figure 7. If movements are performed at this level it is called vertex animation. Needless
to say the lower the scene graph level the more complicated it is to design/compute the ap-
propriate animation transformation. For this reason we chose the ”rigid object” paradigm
for animations in the PUPPET system, so that animations are only performed at the limb
level, i.e., the lowest level is hands and feet, which in turn are treated as rigid objects and
do not change shape over time.

Whether to use vertex animation or rigid object animation is also linked to the visual
design of characters. As is seen from the screen shots from the PUPPET system we have
chosen a very simple visual design for characters where the limbs are separated from the
body, (e.g, figure 8). This visual design lends itself well to the somewhat simpler rigid
object animation. If we had chosen are more realistic design concept we would have been



Figure 6: Example of how to create a cartoonish character for an autonomous agent. Top
left: wireframe character geometry. Top right: textures for body. Bottom left: texture for
half the face. Bottom right: final, textured farmer model in scenario.

forced to apply animation at the vertex level, in order for animations to have the same
realistic feel as the overall design of the character.

The Farmer in the PUPPET scenario occasionally uses tools. For example he at time
threatens the Cow with a big club. When not in use this club is scaled to a very small
item and hidden inside the Famer’s hand. When the Farmer needs to use the club it is
simply scaled to normal size and wielded in the air, after which it is again scaled down to
miniature and hidden inside the hand. This kind of artistic freedom, or reckless treatment
of realism if you will, is accepted by users given the charicaturized visual design, but would
be unacceptable for a more realistically looking Farmer.

The transformations used for changing the viewpoint of the user (transformation of
scene graph root node), as well as all other transformations used for moving characters
about in the virtual world, rigid object animation, or for vertex animation, are set up or
changed between every frame of the visualization. E.g., if the user moves the computer
mouse slightly to the right, in order for the viewing direction to pan to the right, a little
rotation is performed on the root node for every frame, for as long as the user is moving the
mouse. This movement of the entire scene is combined with any movement of individual
objects. If the Farmer character is supposed to move forward at a speed of  distance
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Figure 7: All objects in the virtual world are organized in a hierarchical structure called
a scene graph, where the entire scene containing all objects is denoted the root (top node
in graph), and for every level one goes down in the scene graph the representation is more
detailed. At that very bottom of the scene graph (not shown) there are two further levels:
the polygonal level containing every polygon in the entire scene, and the vertex level,
containing the coordinates of every point in every polygon.

units per second in the direction of some vector , where is of unit length, change in
position, of the Farmer node is computed as:

where is the time passed since the last frame was visualized, i.e., on the order
of 20 milliseconds for a rendering running at 50 frames per second. The time elapsed
between frames is never a constant number since the geometrical complexity of the scene
changes causing rendering times to go up and down. But by using the above expression
the movement of the Farmer will appear to have constant velocity, even if changes
somewhat over time. l.e., in interactive virtual environments the concepts of time and
velocities are dealt with in the visualization, and therefore the visualization module must
have access to a quite accurate real-time clock on the computer. In the above expression

is the velocity vector giving the object velocity in each of the three spatial directions,
,and . Similarly, each object can be subjected to rotations with three angular velocities,
one for rotation around each of the three axes.

It is important to notice that there are two different ways e.g., an agent can move in the
virtual world. It can for example walk by asking to be translated with some speed in some
direction (as described above), and it ask for an animation to be run. Our system thus
distinguishes between movements that are performed on the entire object (entire body
of an agent) and on movements performed on individual elements of the object (body).
The latter are performed as animations which are designed and computed off-line by the
designer of the object. So, animations are fixed and are stored along with the 3D model of
an object, and the wielding of a club is an example animation for the farmer.

As stated above there is a limit to how many polygons can be within the field of view
and still maintain a reasonable frame rate. This can cause problems for very large scenarios
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Figure 8: The simplistic Farmer wielding a huge club in the air. This is something our
PUPPET Farmer will occasionally do when he gets sufficiently frustrated with the Cow’s
blatant disinterest in following the Farmer back into the Cow pen.

with complicated terrains and many objects. Especially in an outdoor scenario, where the
user can potentially see very far. In order to limit the number of polygons in outdoor
scenarios it is necessary to pose a distance based limit on which polygons are rendered. If a
polygon is more than some distance threshold away from the viewpoint it is skipped. This
functionality is called distance clipping. It has the negative side effect, than as the user
moves into the scene objects suddenly pop up, because the come closer than the clipping
plane. To avoid this the clipping plane is hidden by a simulated fog, which becomes denser
and denser with distance, so that at the clipping plane, nothing is visible. This makes
objects appear slowly as they gradually become more clearly discernible when moving
towards them. The fog has the added benefit that it makes exploring the virtual world
more interesting as you have to move around to discover the entire scenario. In figure 8
there are actually mountains in the background but they are partially hidden in the fog,
and partially discarded by the distance clipping plane.

A final element in reducing the number of polygons to be rendered is Level Of Detail,
or LOD. LOD involves having multiple versions of each object, ranging from a version with
only a handful of polygons over intermediate polygonal resolution to full resolution. In the
PUPPET system every object is associated with two or three different model version, so
that as the object comes closer to the users viewpoint it will also become more and more
detailed in its shape.

The PUPPET system reads a scene description file which is loaded at system startup.
The scene description file describes what objects to place in the scenario, and where to
place them, as well as some associated information concerning each object. This makes the
system completely independent from the geometry of the scenario, i.e., the same system
can be used for any scenario provided the required 3D models for the scenario are available,
and a scene description file is written. An indicative excerpt from a scene description file
is listed in table 1.
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Table 1: Typical content in scene description files. See text for explanations.

Table 1 lists two entries. refers to a static object called ” Ground”; this
is the terrain in the PUPPET scenario. It should be positioned at world coordinate
(0 0 0), and the statement (0 0 0) means that no rotation should be applied to

the object, ( means heading, pitch, and roll respectively). The next line (

) means that the 3D model for the Ground object should be taken from the
file ’island.flt’, which is an OpenFlight file (hence the extension flt). OpenFlight is one of
many possible file formats for 3D objects models.

The next entry in the scene file in the table concerns an object named ”well”, of the
so called Complex category. The ”Ground” object was of the static category which is the
simplest possible in the PUPPET system. Static objects cannot move, cannot be selected
by the users, and do not have different Levels Of Detail. Objects of the Complex category
cannot move, but they can be selected and have multiple LODs. The ”well” object will,
as specified, end up in the scene model at coordinates (150 900 0), and it is rotated 90
degrees around the vertical axis before being placed. The "well” appears in the background
in figure 8. The actual detailed specification for the ”well” object is imported from the file
'IslandWell.complex’. Excerpts from the content of this file can be seen in table 2.

Table 2 describes to the system that the object in question has two levels af detail, a
high resolution and a low resolution, and the the high resolution version will be exhanged
with the low resolution version when viewed from more than 3800 units away. When viewed
from more than 10000 units away the ”"well” is not visible at all. Finally, it is described
to the system that the "well” can be selected, i.e., the user can click on the "well” and
something happens. We shall return to this functionality later.

We have now presented an overview of several key issues in the visual rendering of
a virtual scenario. We will not go into any detail of how the sounds of the virtual are
rendered to the user. Suffice it to say that sounds are stored as files in a database in the
same manner as the objects of the world. Each sound can be played at any point in time,
and multiple sounds can be played simultaneously. But every sound has to have a ”source”,
i.e., in the PUPPET system only objects can make sounds, sounds cannot appear out of
the blue. The reason for this is that the sound when played in the computer’s speakers is
attenuated with the distance from the users current viewpoint to the sound source. Thus
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Table 2: Typical content in file describing an object in the socalled Complex category.

the yelling of the Farmer is heard with varying volume depending on how far away he is
from where the user is watching the scenario.

Having thus presented an overview of how the visualization of the virtual scenario is per-
formed we now move on to describing the main functionalities of the Virtual Environment
Server (or simply Server). The Server is the main controlling element in the entire system
as illustrated in figure 2. Apart from being responsible from all communication between
the various modules the Server is charged with everything related to the simulation of
cause/effect relationships of the virtual world. An example of this is terrain following.

Terrain following is a term used for the functionality that objects moving about in
the virtual world follow the terrain (unless they request permission to do otherwise). As
such it can be viewed as a simulation of gravity. The benefit of having terrain following
implemented in the Server is that dynamic objects do not need to know about how the
terrain goes up and down in height. A dynamic object utilizing the terrain following
functionality need only treat navigation as a 2D problem, similar to following a plotted
course on a map. The server will automatically ensure that the moving object at all times
is following the surface of the terrain. Terrain following is implemented by by imposing
a notion of a direction of gravity, i.e., a notion of which direction is "upwards”, e.g., the
z-axis. Given an xy-position of a moving object the height (z-value) of the terrain at that
position is calculated and the moving object is then translated along the z-direction so as to
ensure that the lowest point on the moving object is at terrain height. Naturally, dynamic
objects are free to not utilize the terrain following functionality, for example if the object
is a bird that wishes to take to the sky.

Another related functionality in the Server is collision detection which, as the name
says, is the task of detecting when objects in the virtual world collide. From a visualization
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point of view collisions make no difference. Any two 3D object can be positioned so as to
collide and intersect each other and still be visualized with no problems; the visualization
modules does not care if 3D objects intersect. But from the point of view of creating
a believable virtual environment collisions cannot always be tolerated, e.g., the Farmer
should not be allowed to arbitrarily walk straight through the well. There are two aspects
to collision detection: 1) how should the detection be performed?, and 2) what should
happen if a collision is detected?

In principle collision detection is a matter of, for every infinitesimal movement of dy-
namic objects, to check if any moving object intersects some other object. This could be
done by simply taking every polygon in the geometry of the dynamic object and test against
every other polygon in the rest of the virtual world. Only this approach is computationally
too expensive as a walking Farmer may have 1000 polygon, and the rest of the scenario
may have 800000 polygons. Testing every polygon against all other polygons is simply not
viable. In reality collision detection in the PUPPET system is performed on bounding
boxes which are geometric abstractions over all objects. Figure 9 illustrates the concept of
bounding boxes in the case of the PUPPET system.

Figure 9: Two examples of an axially aligned bounding box for a cow. Axially aligned
bounding boxes can potentially be larger than necessary for objects that are not very
compact. When elongated objects rotate the sides of the bounding box remains aligned
with the axes causing the box to take up more 3D space than the actual 3D object.

The bounding box concept is used in the Server as the 3D representation for all virtual
objects. Terrain features such as mountains may be modeled from multiple bounding boxes,
but otherwise there is one bounding box per object. The bounding box for each object is
computed by the visualization module, since that module in fact is the only one with direct
access to the exact geometry of the objects. This is also illustrated in figure 2 where it is
shown that it is the visualization module which has access to the database of 3D object
models.

By letting the Server use bounding boxes as volumetric primitive for all objects it
becomes computationally feasible to do collision detection, since it is much simpler to
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test for intersections on a pair of boxes than on the detailed polygonal geometry of each
object. The collision detection is made even simpler by the fact that the PUPPET system
uses the so called axially aligned bounding boxes, where each side in the bounding box is
parallel to the three main coordinate axes of the virtual world. Axially aligned bounding
boxes are computationally simpler to implement collision detection on, but they have the
drawback that an axially aligned bounding box can be very large for an elongated object,
if that object is rotated relative to the main axes. This is illustrated in figure 9. In the
concrete example the cow is more prone to bump into things when walking diagonally in
the world, simply because the width of the bounding box is somewhat wider than the
actual cow itself. If this negative side effect is unacceptable it is possible to use the so
called oriented bounding boxes which are rotated along with the object, but then oriented
bounding boxes are more computationally more complex to use for collision detection. Thus
using bounding volumes will always be a trade-off between how efficiently the bounding
volume approximates the actual 3D shape of the object, and how complex the bounding
volume is in terms of performing collision computations.

As described in section 2.1 it important to visually render the virtual world with as
high a frame rate as possible. Preferable more than 30 frames per second. It is though not
always necessary to perform Server functionalities at that speed. In the PUPPET system
the Server and the Visualization run in parallel as two separate processes (two threads
as a programmer would put it), with the internal Server update-rate being on the order
of 10 Hz. That is for every approximately 2 to 3 frames the Server requests the current
position and bounding box of all objects and performs things such as terrain following and
collision detection. Furthermore, if for example a walking agent wishes to change movement
direction or speed the agent must send a request to the Server, which in turn notifies the
Visualization. Thus, agents can only perform such changes at the rate of the Server, i.e.,
about 10 times a second. Similarly for requests for animations or changes of texture etc.

A very important functionality of the PUPPET system is that of generating the so
called percepts for agents. According to e ster s ictionar a percept is ”an impression
of an object obtained by the use of the senses”. Madsen & Granum (2000) addresses the
various aspects of the percept issue in much greater detail. In this context it is introduced
as a task performed by the Server, and because the concept of percepts is relevant for
discussion later in this chapter. Simply put percepts in the PUPPET system are little
information packages sent to agents at every Server loop. Each agent will receive a percept
for every object the agent senses, i.e., objects that are within the agent’s sensing ranges.
We currently operate with 5 senses: 1) vision, 2) audio, 3) tactile, 4) sixth sense, and 5)
proprio sense, (figure 10).

The ” proprio sense” allows the agent to perceive itself, primarily to give the agent access
to information about its current position. The ”sixth sense” allows the agent to sense all
object in the immediate vicinity of the agent, so if an object is within say 1 or 2 meters of
the agent, the agent will sense it, even if the agent is looking the other way, and even if the
object is not making any noise.

The Server performs percept generation by taking an agent, looking up its position and
orientation and then check all other objects’ bounding boxes to see if they are inside one
or more of the agent’s sensing ranges. Naturally a silent object inside the auditory range
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Figure 10: Top-view illustration of how sensing is simulated for each agent. The ranges of
the four senses can be altered by agent itself, e.g., to simulate that some agent may have
very good vision but poor hearing.

will not generate a percept.

The concept of percepts naturally leads to the topic of autono ous a ents, or agents, which
are one of the key features of the PUPPET system. The design of the agent architecture
is not central to this chapter, and thus we shall only give a brief summary of it here. As
was the case with the percept concept, the agent architecture design is dealt with in much
higher detail in (Madsen & Granum 2000).

A central design element in our agents is that they have two layers: a low level, and
a high level. These will be referred to as Low Level Agent (LLA) and High Level Agent,
respectively. Each agent or character in the scenario has an LLA and an HLA layer. The
difference between the LLA and HLA is that the LLA provides generic functionalities such
as spatial memory (remembering objects that have been sensed and where they are) and
abilities to plan and execute movements around in the scenario, whereas the HLA layer is
in charge of making decisions concerning what to do, and when. L.e., the LLA deals with
how to do things, and the HLA deals with what and when, and one might say it deals with
the why as well, because the HLA layer does reasoning according to the specific role of the
character/agent in the scenario.

The HLA layer is scripted specifically for a particular character. Thus the Farmer in
the PUPPET scenario has a completely different script than the Cow. Scripts are written
in a high level scripting language, and every behaviour of the agent are scripted as plans
that each have a set of goals to achieve, some preconditions that must be met for the
plan to be executed, and the a plan body which contains a sequence of sub-actions to be
performed in order to achieve the goal. Sub-actions typically involve requesting the LLA
layer to perform various tasks. The LLA layer is capable of executing a range of actions
that can be grouped into four categories:

° . Actions that involve moving the entire body of the agent,
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Figure 11: On the left the Cow is dancing to the music from the gramophone ignoring the
yelling Farmer (anger showing from behind in the reddish facial color). On the right the
Farmer has obtained the Cow’s attention and is waving a stick while moving forward in an
attempt to herd the Cow back to the pen.

such as following another agent, moving to a named object, turning etc.

° . Actions that involve moving the individual parts of the agent body;
as described previously each agent can choose animations from a set of animations
designed and modeled in advance for the particular character. Animations can be
played at various speeds (fast or slowly) and can be repeated a number of times.

° . As with animations the agent cannot produce sounds that are not in a
library of sound files.

° . Actions concerning the use of changing one or more textures of the agent
model, for instance changing facial expression, or changing the color of clothing.

The range of possibilities within each of these four categories is of course limited, but
since they can be combined arbitrarily they amount to quite an extensive array of ways
the agent can express itself. For example a walking animation when played quickly while
the agent is not moving looks like a frustrated, angry stamping in the ground, especially
when supported by an angry face. Figure 11 shows a couple of example screenshots from
the interaction between the Farmer and the Cow in the PUPPET scenario.

C nic unction iti u ortin ¢ n riodr tur

After having presented an overview of the core technical aspects of the PUPPET system we
now shift our attention towards the actual PUPPET scenario and use various elements from
it to showcase the functionalities of the system, and to describe what technical solutions
have been designed to support some desired effect in the scenario.

As mentioned in the introduction the PUPPET scenario is designed for children of
the age of 4 to 8 years. The scenario was meant as a vehicle for exploring children’s
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ability to read characters and interpret their behaviour and motives, to read the drama
between characters, and specifically to determine how well children were able to understand
and engage in the interaction between characters. More than 100 children have been
exposed to the scenario in one form or another, and all children have been accompanied
by an adult supervisor/scaffolder. By interacting with the children during sessions and by
talking to them afterwards, possibly asking them to re-tell the story as they experienced
it, much information has been obtained concerning children’s ability to understand and
conceptualize the emotion/mood driven interaction between the Farmer and the Cow.

The scripts for the two main characters in the PUPPET scenario, the Farmer and the
Cow, are quite elaborate and entirely dependent on each agent being able to continuously
perceive the scenario, and especially keep track of the whereabouts and activities of the
other agent. Thus the Farmer is constantly checking whether the Cow is inside its pen,
and if he finds that the Cow has ventured out, and perhaps gone to read books, he will
immediately approach the Cow and take actions towards getting the Cow back inside the
Pen. What actions he takes depends also on how many times he has tried to persuade the
Cow. Conversely the actions of the Cow depends on what the Farmer is doing, and what
he has done in the past. Thus, percepts concerning the other agent’s current position, as
well as current activities, plus a memory of what interactions they have had previously,
form the basis for the scripts. A more precise account of the structure of the interaction is
presented in the chapter by Szatkowski and Lehmann elsewhere in this book.

A session with the system has a number of phases:

1. explore un-inhabited world

2. watch Farmer and Cow scenario

3. influence the Farmer and Cow scenario by moving a haystack around
4. interact with the Farmer and the Cow through an avatar (a sheep)
5. record lines (utterances) for the characters as the scenario unfolds

6. possibly re-record utterances recorded during a previous session

It is not the point of this section to go through each of these phases one by one. Instead
we have taken elements from the scenario and use them as stepping stones for taking a look
behind the scenes of the system with references to the preceding technical overview.

As described in section 2.1 the PUPPET system supports viewing outdoor scenarios from
arbitrary viewpoints and with arbitrary viewing direction. This may seem trivial, but until
about a few years ago when implementation on the system began this was almost unheard
of due to the complexity of outdoor scenes with its potential for viewing very far into the
horizon and thus having to deal with a very large number of geometry polygons.
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Figure 12: In the beginning the child can explore the un-inhabited scenario by flying around
freely (left). Later the child can for example click on the Cow trough (middle) and thus
make the Cow appear in the scenario after which it starts acting according to its script
(right).

In the initial phase of the PUPPET scenario the child can visually explore the entire
terrain with its mountains, valleys, streams, lakes, and of course the central farm yard area.
Through this exploration the child is gradually accustomed to using the computer mouse
to control viewpoint and viewing direction in a mode which is similar to flying an air plane.
L.e., the child has full control over 6 degrees of freedom (position and orientation) for the
virtual camera. The left image in figure 12 clearly shows the fog hanging over the scenario,
which has the technical functionality of hiding the fact that objects very far away are not
visualized at all, and it has the aesthetic effect of making it more compelling to venture
into the distance to explore what is out there. When flying around in this manner the
system is set up to slow down camera movements in the central farm yard area, i.e., the
navigation is less sensitive to mouse movements. This makes it easier for young children to
perform delicate explorations of the important, and more cluttered, area.

Section 2.2 described the collision detection functionality which can also be applied
to the virtual camera used when visually exploring the scenario, making it impossible
to "fly through” solid objects. Nevertheless tests with children demonstrated that the
younger children (4 to 6) had great difficulty mastering the more precise navigation, and
got frustrated when trying to move around objects. In response to this collision detection
for the users’ navigation was switched off.

After having explored the un-inhabited scenario for a while the child is then informed
that by clicking objects related to the Farmer and the Cow, the two characters will appear
in the scene. Figure 12 illustrates how the clicking on the trough in the shed inside the
cow pen causes the Cow to appear. Immediately thereafter the Cow, or more precisely the
agent controlling the Cow, starts executing its scripts. For example it will start walking to
the bookshelf to read.

Clicking an object, or selectin an object, with the mouse is a general functionality
in the system. The effect of selecting an object is context dependent, and the decision of
what action occurs in response to the selection is made by a ”Scenario Control” module not
represented in figure 2. The Scenario Control module is scripted especially for a specific
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scenario and is not general as the rest of the system. In the case of the PUPPET scenario
selecting the Cow’s trough causes the Cow to appear, but subsequent selections of the same
trough has no effect. Later in the session clicking the Sheep has the effect that the Sheep
becomes the child’s avatar. So, overall session control is performed by the Scenario Control
module.

In the context of virtual environments an avatar is a user’s representation, or embodiment,
in the scenario. The PUPPET scenario entails a Sheep, which is not an agent in the manner
of the Farmer or the Cow. It is a character meant to be controlled by the child. After
having watched the struggle between the Farmer and the Cow the child is instructed that
by selecting the well a sheep will appear, and by selecting that sheep it will become avatar.

Having the Sheep as avatar entails that, instead of exploring the scenario by flying
around with a virtual camera, the child is now controlling the movements of the Sheep
with the mouse. The Sheep is utilizing the terrain following functionality in the Server,
and thus moves along the ground. et, in order to study what effect viewpoint has on the
child’s identification with the avatar as a e, ("that’s me, I'm the Sheep, let me annoy
the Farmer”), we implemented a selection of avatar viewpoint modes. This is illustrated in
figure 13.

Figure 13: The PUPPET system supports arbitrary viewpoint positions when interacting
with a scenario through an avatar. The above images illustrates experiencing the scenario
in first person perspective (left), normal third person perspective (middle), and a third
person perspective which is very remote from the avatar character (right).

For an interesting discussion on viewpoint in interactive games the reader is referred
to (Rouse 1995). It is generally accepted that first person perspective is a good vehicle
for inducing identification with a character in film and in interactive media. Nonetheless,
tests with the PUPPET system clearly showed that children preferred the third person
perspective, as illustrated in the middle image of figure 13. In the third person perspective
the child first of all has a better overview over the interaction between characters, and is
also able to see the Sheep, its movements, and actions. Controlling the Sheep avatar to
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actually interact with the scenario will be the topic of section 3.4, but first we need to
look at a special interaction device employed with the PUPPET system in order to enable
young children to control the system.

Children in the lower range of the target age group for the PUPPET scenario cannot be
expected to possess the motor skills required to interact with a virtual environment through
a typical console game interaction device with its many buttons and joy sticks. As men-
tioned our system uses the computer mouse as navigation device (although a PlayStation
gamepad can be used instead). But in order for the child to control other degrees of free-
dom such as viewpoint mode for avatar, or the actions of the avatar, we employed the so
called ”concept keyboard”, (Concept 2002). The concept keyboard is a pressure sensitive
pad with receptive 16 by 16 fields. An overlay with icon can be placed on the pad and the
pad can be setup to generate arbitrary messages to software applications in response to
pressing various areas on the pad. Figure 14 shows the icon overlay used with the PUPPET
system.

Figure 14: Icon overlay for concept keyboard allowing young children to control various
aspects of the system. The top row has three icons for choosing viewpoint modes - going
left to right: first person perspective for avatar, third person perspective, and finally free
flying camera (no avatar). The middle row enables the child to choose the mood of the
avatar - happy, neutral, and angry. The bottom row holds two icons: one causing the
avatar to make a sound, and one causing the avatar to make a sound and an animation.

While it can be difficult to design self-explanatory icons for such a device it is still very
intuitive and children quickly master the possibilities offered by the device. By moving the
Sheep around using the mouse, and by pressing relevant areas on the concept keyboard
the child is now able to take an active part in the scenario and influence the actions of the
Farmer and the Cow.
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By simply moving the Sheep around in the virtual world the child has the possibility to
obstruct the paths of either the Farmer and the Cow. L.e., the avatar can be used as a
simple obstacle, and with a little training it is possible to severely annoy the Farmer by
consistently preventing him from approaching the Cow. But by choosing different moods for
the avatar and by causing the avatar to utter sounds it is possible to provoke a more direct
response from the Cow and the Farmer. Figure 15 illustrates the various Sheep moods.
Given a selected mood, the Sheep will utter a mood appropriate sound, and perform a
mood appropriate animation, if the child presses one of the action buttons on the concept
keyboard.

Figure 15: The child has control over the Sheep avatar’s mood, which in turn is visualized
by using different textures on the sheep body and face. Going left to right: happy sheep,
neutral sheep, and angry sheep.

In the PUPPET system an avatar is actually an agent for which the autonomous ability
to move has been removed, and control over movements and actions has been handed over
to the user. Being a full-fledged agent the avatar is receiving percepts just as the other
agents, which means that should the child choose to relinquish control over the avatar, and
go for a free flying camera, the Sheep can act on its own when not avatar. In the PUPPET
scenario the Sheep agent has a very simple script, causing it to return to the well and
perform simple idle time actions (occasional sounds and animations). If selected the Sheep
becomes avatar again, and all movement and actions are then user controlled.

As explained in the sections 2.2 and 2.3 percepts play a crucial role in enabling the agents
to interact with each other. Through percepts each agent has access to information about
the actions of the other agent, and can respond consistently. One can say that the agents
communicate through a hidden channel, creating the illusion that they in fact perceive and
act upon the actions of each other. In this context the avatar is at a disadvantage. There
is no way the system can fully interpret what the child is doing or attempting to do though
its avatar. E.g., the Farmer cannot know if the child (Sheep) is trying to scare him or the
Cow.

To this end we needed a way to reason about where the focus of attention of the avatar
is. At what agent is an avatar action directed? The solution in the PUPPET system is to
use the spatial reasoning module of the Low Level Agent layer to constantly monitor if the
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Figure 16: On the left the child has chosen to side with the Cow and is using the angry
Sheep to scare the Farmer, thus preventing the Farmer from herding the Cow back to the
pen. On the right it is the opposite. The happy Sheep is used to lure the Cow in the
direction of the pen, thus indirectly assisting the Farmer in his project.

avatar is loo in at the agent. Through percepts the Cow agent, for example, knows the
current position and orientation of the Sheep. The Cow is thus able to analyze whether it,
or the Farmer, is primary focus of the Sheep, simply by performing a geometrical analyses
of which direction the Sheep is looking. That is, if the Sheep is making a sound, is not too
far away, and is looking at the Cow, then the Cow will react upon it. This functionality
has a side effect also found in real life, namely if the Cow and the Farmer are standing close
together and the Sheep is a little away looking in the general direction of the the Cow and
Farmer, they will both think they are being addressed and both respond. Figure 16 shows
examples of how the child through the avatar can ”help” either the Cow or the Farmer.

Augmenting the scenario containing the Farmer, the Cow, and the Sheep avatar to be-
coming a true triangle drama turned out to be quite difficult. For example we wanted the
Cow to respond positively towards the Sheep, if the Sheep scared the Farmer away. Or if
the Sheep scared the Cow in the direction of the pen, the Farmer should react positively
towards the Sheep.

To this end we designed somewhat complex rules allowing each agent to reason about
the meaning and effect of the avatar’s actions. It will lead too far to list and explain these
rules, and describe how they are employed in the agent scripts. But two examples are given
here:

1. : If the Sheep is further away from the pen than the Cow, and if the Sheep is
luring the Cow towards it, the Farmer should respond negatively towards the Sheep.

: If the sheep is luring the Cow awa from the pen it is against the Farmer’s
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goal, and he should indicate this to the Sheep (and thus the user).

2. : If the Sheep interacts with the Farmer (positively or negatively), and the Cow
reaches the bookshelf, the Farmer should react negatively towards the Sheep.

: If the Sheep is keeping the Farmer occupied and drawing his attention
away from the Cow, and if the Cow uses this chance to escape the pen, the Farmer
should indicate his frustration with having been tricked into not paying attention to
the Cow.

Again we primarily use the agent’s abilities to perceive the environment, and their
abilities to reason about the spatial layout of key objects and the positions of other agents,
in order to create script rules that can color the interaction between the three characters
of the scenario.

In fact even the seemingly limited PUPPET scenario contains some action/reaction
patterns, or encounters, that are not necessarily immediately obvious when watching them
unfold in real-time. At least not to a child engaged in navigating and interacting with the
agents. To facilitate discussing these encounters with the children we created a functionality
to slow down time.

In fact we wanted to be able to bring the virtual world to a complete halt, thus allowing
the adult supervisor to discuss situations with the children and to assist the children in
reflecting about the motivations and desires of each character.

In support of this we designated a key on the normal computer keyboard to a ”Freeze”
function. When pressing the ESC key the virtual world will stop completely; all moving
characters will stop in mid-motion, for example the club of the Farmer will hang in mid-air
and the Cow will appear as a granite sculpture of a dancing Cow. The really interesting
aspect of this functionality, though, is that the user can still navigate the frozen world
using a free flying camera to study the situation from any viewpoint. This allows the child
to study the facial expressions of each agent in an encounter, and to perhaps get time to
better grasp the meaning of the particular situation.

The freeze functionality is implemented as a temporary halting of the internal loop in
the Virtual Environment Server (section 2.2). This causes the percept stream to agents
to stop, which in turn stops them from making new actions, or from completing ongoing
actions. Animations will stop at some frame. The only thing left running is the mapping
of mouse movements to translations and rotations on the root node of the scene graph
(section 2.1), enabling the user to visually explore the scene from any viewpoint.

Although a simple idea this functionality turned out to be a great success with the
children, and the adults for that matter, as it really allowed for insisting on the PUPPET
scenario to be a more pensative and laid-back experience than a typical fast paced computer
game.

Another press at the ESC key will bring the virtual world back to life in an instant and
every character will continue as if nothing happened. And now it is for example possible
to see if what the child thought would happen, actually happens.
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As described each of the three characters in the PUPPET scenario make extensive use of
pre-recorded sounds. The use of sounds and utterances is written into the scripts, which
for example will require the sound file named ”farmerhighminus.wav” to be played in a
situation where the Farmer is in high status, and in negative mood. All pre-recorded
sounds are word-less and use only intonation and non-sense words to indicate meaning.

To support the children in taking an active part in making the scenario their own expe-
rience, and allow them to express their perceptions of the scenario directly, we developed a
sound recording facility and integrated it with the scenario, in fact also by using the freeze
functionality described earlier.

Figure 17: On the left is a screen dump from a situation where the Farmer agent desires
to utter a sound called ”farmerhighminus.wav”. When this happens the virtual world is
frozen, and a graphical interface to a recording facility appears (right). By operating the
interface the child can record a line/utterance he/she thinks is appropriate, and the agent
will then use that sound instead of the pre-recorded one.

Figure 17 shows the interface to the sound recording functionality. If the system is
running in sound recording mode (can be switched on and off at will during a session),
and if an agent wishes to make a sound, and if the child has not previously recorded that
particular sound, the scenario will freeze and the child can study the situation and make
up an appropriate sound. Then the sound can be recorded, heard and either approved or
re-recorded. When the child is satisfied with the sound the O button is pressed. The
brings the world back to life, and the agent will now use the newly recorded sound in place
of the pre-recorded one.

This is implemented by having two sound directories: one with all the pre-recorded
sounds standard to the PUPPET scenario, and a sound directory for the child’s personal
sounds. Initially the child directory is empty and agents will use pre-recorded sounds. By
running the system for a while in sound recording mode gradually more and more child
sounds will become available to the agents, and in the end all sounds will be child sounds.
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When not running in sound recording mode priority is given to child sounds if they exist;
if not pre-recorded ones are used.

A sound can only be recorded once during a session. When a sound is recorded a screen-
dump of the scenario is stored on disk, and when all sounds are recorded, an automatically
generated web-page contains all screen dumps and all recorded sounds. The child and
the adult can now go through all the situations that causes sounds to be recorded, the
sounds can be changed if desired, and subsequently the whole PUPPET scenario can be
experienced again. This time completely in-interrupted and with a complete set of the
child’s own sounds.

Again, although conceptually simple, this sound recording facility has been an unimag-
ined success, extremely popular with the children, and has resulted in numerous entertain-
ing transcripts. It has be a valuable tool in analyzing the children’s ability to reflect on the
underlying emotional states of the agents, and it has provided insight into the children’s
ability to use sophisticated dialogue and externalization as a means of understanding the
drama.

We also developed another sound related feature for the system, not one designed
for recording sounds, but meant for real-time verbal interaction with the scenario. The
functionality supports that the user, when acting as avatar, can utter sounds, and speak,
and this sound information is captured by a microphone and transmitted into the virtual
world so as to enable the autonomous agents to respond to it directly in various ways. For
example by running away from a shouting Sheep. Initial experiments indicated that it was
not a very suitable feature for the PUPPET scenario for two reasons, one being that the
children would get over-excited with the possibility of scaring the other characters, and
the other reason being that it led the children to believe that the agents could actually
understand what was being said. So the feature was not a part of the final PUPPET
scenario but was exploited for a series of dedicated scenarios with a single autonomous
agent, Bouncy, (Paggio, Jongejan & Madsen 2000, Madsen, Pirjanian & Granum 1999,
Pirjanian, Madsen & Granum 1998, Br ndsted, Nielsen & Ortega 1999).

onc u ion

This chapter has presented the design of an interactive virtual environment from two per-
spectives. First we gave a general overview of a design of a system capable of supporting
a scenario with autonomous agents interacting with each other, and with an avatar. Sec-
ondly, we used the case of the PUPPET scenario for children to take a look at how the
technology can be used and shaped to support specific intentions with a scenario.

A main challenge has been to enable the system, and in particular the agents, to respond
intelligently and rationally to the actions of the user’s avatar. It was shown that by having
designed the system with an explicit focus on enabling agents to sense and perceive the
virtual environment in real-time we obtained sufficient flexibility in how agents could be
scripted to interact with the avatar.

We also believe that the system’s in-session sound recording facility, and the facility
to freeze the virtual world, are innovative and greatly assisted in creating an alternative
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experience for children. An experience focusing on reasoning about the motivations of the
computer controlled characters as an alternative to run-of-the-mill action-packed computer
games.
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