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1 Introduction

This report presents a technical overview of the software platform built to support the ex-
perimental requirements of the PUPPET project. The platform, VPT, focuses on real-time
interaction with autonomous agents, and as such the platform offers the technical frame-
work for presenting a simulated, virtual world to the user, and allowing the user to interact
with autonomous agents. That is, the platform has four main functional requirements: 1)
it must manage a virtual environment containing landscape, fixed structures (buildings),
props and animated characters (autonomous agents); 2) it must provide mechanisms allow-
ing agents to perceive the virtual world and act on it; 3) it must present the virtual world
visually and audibly to the user; and 4) it must allow the user to interact with the world
(e.g., navigate).

The present report contains some material extracted from Deliverable A-2-2 submitted
for PPR 2 in September 2000. This is due to the fact that while the platform has been
continuously updated and expanded with new features, the overall structure of the platform
and the various modules have not changed.

The VPT platform is a virtual environment, where autonomous agents can sense the
virtual world, and act on it. Similarly, the user can interact with the virtual world and the
autonomous agents through an avatar. The world is presented to the user by 3D computer
graphics and audio. Figure 1 shows a view of the virtual world using the farm scenario,
which forms the basic improvisational setting for the various incarnations of the system for
the PUPPET project.

The VPT-A platform is general in the sense that it can run any scenario given the
appropriate 3D models of landscape, structures, props and characters, and given scripts for
the autonomous agents. Thus the farm scenario is just that, a scenario, which is loaded at
start-up and then executed (figure 2 shows a completely different scenario). The subsequent
section presents an overview of the software system comprising VPT-A, and the remainder
of the document is then devoted to addressing each system module and describing the gist
of its functionality and capabilities.

The structure of the report is as follows: in section 2 we present a system overview
describing the overall structure of the various modules in the central VE platform, followed
by separate descriptions of each module. Section 4 the discusses issues related to support
for autonomous agents in the platform. Sections 5 and 6 briefly describe two auxilliary
modules which handle scenario control and platform communication respectively.

2 System overview

As seen from figure 3 the system consists of a number of different parts. The central
module is the actual Virtual Environment Server, which acts as a focal point for all
communication, and generally maintains the state of the world based on what actions the
autonomous agents and the user perform. The Virtual Environment Server is described
in section 3. Integrated with the Virtual Environment Server is the Visualizer module,
which controls and performs the graphics rendering of the virtual world.
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Figure 1: Screen shot from the implemented VPT platform running the farm scenario with
a Cow and a Farmer agent.
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Figure 2: The VPT platform running a cave scenario with a small agent monster. This
scenario is not used for the PUPPET project, but is shown as an example of the generality
of the VPT platform.
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An important element of the system design is the breakdown of autonomous agents into
two levels, ow evel Agent and High evel Agent. An alternative terminology is ody
Module and Mind Module, a terminology used in PPR3-PartC3 (DF I). The High evel
Agents are developed by DF 1 using the AM agent architecture and thus this is referred
to as the AM Agent Module. The two agent levels reflect the two levels of reasoning
performed by agents: spatial and goal oriented reasoning. The functionality of the ow

evel Agent is described in section 4 in the present document. The High evel Agent
(or the Mind Module) and its interface to the ow evel Agent is described seperately in
PPR3-PartC3 (DF ).
The user can control various elements of the system and the scenario through a 2
rap ical User Interface, or 2 UI, which is designed and implemented at C  S.
Commands given to the system in this manner propagate as control information to practi-
cally all modules in the system. This document will not address this issue further.

Two different programming languages are being used for the system: ava and C
The 1ig  evel Agent is being implemented in ava, the rest in C . Currently the
C part of the system comprises on the order of 2 Mbyte of source code, or equivalently
on the order of 80.000 lines.

The AM Agent Module is one software module. In fact all autonomous agents in
the virtual world have a high level part in this module, i.e., the ava module is running
as many high level agents ( AM agents) as there are autonomous characters in the scene.
In contrast there is a separate ow evel Agent module for each character. r put in a
different manner: the ow evel Agent is a character independent module, of which the
is an instance running for each character in the scenario.

The ava module (2 UI and AM Agent Module) communicates with the In
terface Module, and thus with rest of the system, through a TCP/IP based network
connection. All other communication shown in figure 3 is performed using shared memory.

The Scenario Control module is charged with controlling various degrees of freedom
of the system to ensure that the user s interaction with the system follows a pre-determined
successive development. For example the platform allows the user to and object in
the virtual world, but the effect of the selection is controlled by the Scenario Control
module. For example sometimes selecting a scenario character automatically transforms
that character into being the user avatar.

Having thus briefly presented the functional elements of the VPT platform the remain-
der of the document will present each module with somewhat more technical detail.

irtual nvironment Server

The Virtual Environment Server (VE) is charged with simulating the virtual world.
This means that the VE handles communication with all autonomous agents, so that each
agent receives perceptual information, and so that each agent can perform actions in the
virtual world e.g., moving about and uttering sounds.

The VE module operates on bounding boxes of the objects in the virtual world, i.e.,
the VE module maintains a world model on bounding box level. This is used for percept
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generation. The actual 3D models and textures used for visualization, reside only in the
Visualizer module. In fact the bounding box information is generated by the Visualizer
and sent to the VE module.

At the time of the first annual review the platform (at that time named VPT1) was de-
signed so that the Virtual Environment and the Visualizer were two separate software
modules, communicating through shared memory. In the period immediately following
the first review it became clear that these two modules has to be fused together into one
program in order to reduce the communication delay introduced by the shared memory
link. An important benefit from this merger was the fact that the VE and the visualizer
could then share some of the same datastructures essentially eliminating communication
overhead.

hen the Virtual Environment Server is started it loads a scene description file the
name of which is provided as a command line option. The scene description file is an ascii
text file following a syntax that has been developed for the purpose. The scene description
file contains information about which object should be loaded into the scene:

object name

object geometry filename (the name of the file which contains the 3D model and
textures of the object)

object position and orientation (6 degrees of freedom)

miscellaneous information e.g., whether or not the object can be selected by the user,
whether or not other object can move through the object or not, whether or not the
object is allowed to move, etc.

For each such object definition in the scene description file an object is instantiated in
the VE. Simultaneously the Visualizer is requested to load the geometry description file
of the object instance. The Visualizer then computes the size of the bounding box of
the particular object and sends this information back to the VE. Following this procedure
the scene description file can be used to instantiate any number of objects in any posi-
tion/orientation using the same 3D geometry model. For example a complete pig pen can
be composed from a single fence element which is just instatiated multiple times at the
appropriate positions and orientations to form a pen.

For all objects in the VPT platform we use the 3D geometry description file format
called penFlight (filename extensions .flt). This proprietory format is supported by the
graphics rendering library of the S I workstations, and the file format can be generated
by (exported from) a large range of modelling software packages. So far in the PUPPET
project 3D StudioMax and Maya have been used primarily.

In addition to object declarations the scene description file contains information about
the startup position of the camera, a description of the number and positions of light
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Figure 4: The use of fog makes it more interesting to explore the entire world as new
objects and landscape come into view when moving around. Here a bridge, a hill and some
distant mountains are gradually becoming visible. Sign posts show the way back to the
central farm area.

sources, a description of what color range the sky should have from horizon to zenith,
whether or not there should be fog in the visualization etc. The use of fog has the technical
purpose of allowing the Visualizer to not render objects that are far into the distance,
thus saving processing time resulting in better frame rates. ut as pointed out by IDAU
and C S in numerous documents the fog has the added benefit of adding an element
of mystery to the scene and encouraging the user to move around to explore the entire
scenario, see figure 4.

The scene description file is only used to instantiate objects forming the landscape,
fixed structures and props. The initiative for instantiation of agents originate from the
agents themselves. At any point in time a ow evel Agent can contact the Virtual
Environment Server and request to be adopted into the virtual world. The ow evel
Agent will then provide the name of the 3D geometry description file it wishes to use, for
example PuppetCow.flt which is then loaded and incorporated into the scene.

The VPT platform uses the socalled flip-book animation approach. Naturally the
agents should be able to move their limbs to gesture and in other ways use body language.
This requires animations. Flip-book animations means that the file containing the 3D
geometric (and texture) description of an object may contain several animated sequences
showing the object performing some limb movements. For example an animation can show
a sheep shaking its head. In fact the animation is then described in the file by providing
a complete description of the sheep in a multitude of intermediate postures, which when
shown in rapid sequence, make up the animation. Hence the name flip-book animations.
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Figure 5: The farmer caught while performing a beckoning animation.

In the VPT platform each character has a number of such animations available, which they
can request the Virtual Environment Server to run . All models and animations used
in the farm scenario for VPT have been created by Ivan Pedersen at the VR Media ab at
University Aalborg of University, which has been contracted by PUPPET for this purpose.

The Visualizer module is built upon the S 1 Performer raphics ibrary. ith the
rapidly increasing graphics power of ordinary desktop PC s has come support for Performer
based graphics not only on S Is, but also PC platforms running the INU operating
system. It is envisaged that the VPT platform could be ported with only minor alterations
to such a platform, which would then make a much wider use of the VPT system possible.
The visualizer and the shared memory communication are the only computer platform
dependent elements of the the entire VPT system.

The Visualizer supports a number of different viewpoint control modes, but common
to them all are that the control is based on a standard computer mouse. The primary
visualization mode is the avatar view , i.e., a mode where the viewpoint is identical to that
of the user s avatar in the virtual world. In this mode the user has 3 degrees of freedom:

Forward and backward motion. ne translational degree of freedom. hen pressing
the left mouse button the viewpoint (and thus the avatar) is moving in the direction
of the line of sight, and opposite the that direction when pressing the right mouse
button.

Pan. ne rotational degree of freedom. hen moving the mouse to the left or right
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the camera (and thus the avatar) turns left or right, allowing the user to pan the
scenario.

Tilt. ne rotational degree of freedom.  hen moving the mouse forwards or back-
wards the camera tilts up or down, allowing the user to look into the sky, or down
on the ground. This does not move the avatar.

In addition to the avatar view mode there are three other modes:

Follow mode. The user can choose to tie the viewpoint to any agent, so as to see the
virtual world from the point of view of that agent. I.e., when the agent moves around
the camera follows it, and the user cannot navigate using the mouse.

ut of body mode. The user can choose to attach the camera to an agent, so that the
camera, continuously points in the direction of that agent, but the camera position
relative to the agent can be controlled using the mouse. The effect is similar to
moving around a semi-sphere centered at the selected agent.

Flying mode. A viewpoint mode is available where the user can move around freely
by flying through the air as a bird, watching the ongoing events from any viewpoint.

The middle mouse button is used for selecting objects. In any viewpoint mode the user
can select an object pointing the mouse and clicking the middle mouse button. In some
interaction levels the selection of an agent causes the selected agent to become the avatar,
see section 5.

A year 3 development on the Visualizer is a pause/continue functionality, often referred
to as the freeze functionality. The user can press a button (currently ESC), causing all
movement in the virtual world to halt, including animations. The halting also causes the
agents associated with the VE to pause.

The freeze functionality has been implemented in a way, where the camera can be
navigated around in the frozen world using the described Flying viewpoint mode. This
enables the user to explore the spatial layout of the frozen world, and give the user ample
time to study the postures and facial expressions of agents.

As mentioned any autonomous agent can utter sounds by requesting the Virtual Envi
ronment to play a sound file. The actual rendering of the sound is carried out by the
Audio endering module, which can simultaneously play any number of sound files.

The sound sent to the speakers is attenuated with the distance (in the virtual world)
from the sound source to the current viewpoint, e.g., the head of the avatar. The sound
module is prepared for the use of a stereo set of speakers to incorporate information about
the direction to the sound source.
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The VE generates percepts for all agents. The designed platform supports arbitrary senses,
but currently 5 senses are implemented: 1) vision, 2) audio, 3) tactile, 4) sixth sense, and
5) proprio sense.

auditory

Figure 6: Each of the four primary senses have special spatial properties, or ranges. The
spatial range of each sense can be modified. The proprio sense is not illustrated as it does
not have a spatial extent, but only refers to the agent itself.

A vision percept is generated for an agent, if an object is within the agent s field of view.
The vision percept generated and sent to the autonomous agent gives the agent access to
all available information about the perceived object. This includes concrete information
such as position and velocity, but it can also include more qualitative information, such as
that the perceived object is angry or running . It is up to the autonomous agent to know
how to relate to this information.

The generation of audio percepts is quite similar to vision percepts. That is, hearing
an object gives an agent access to all information about the object. The percept naturally
contains the information that is was generated from a sound, so the agent can use as much
of the available information as is reasonable from the point of view of a realistic simulation
of the hearing sense.

Tactile percepts are generated when an agent has contact with some other object in the
virtual world. Currently this is only used for handling collision, so that an agent can move
slowly out of the way if for instance the avatar runs into it.

Sixth sense percepts reflect a need for autonomous agents to feel the presence of very
nearby objects, even if the objects are outside the agent s field of view. This allows animals
in the virtual world to know the position of for instance the farmer avatar, if the avatar is
attempting to herd the animal into the stable.  ithout sixth sense percepts, the animal
would have to turn very frequently to gain knowledge about the avatar position. As such
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Figure 7: Screen shot from virtual world showing sensing ranges for a sheep agent super-
imposed on the rendering of the scenario. The field of view of the vision sense is illustrated
as the two lines emanating from the agent, so in the situation shown the sheep agent can

see the hay bales, but not the cows. However it is aware of the presence of the two
cows, as they are inside the range of the sixth sense. Furthermore, the farmer and the dog
in the back of the scene are within hearing range. The tactile sense is triggered if an
object comes inside the bounding box of the agent.
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the sixth sense percepts represent extreme wide field of view, but a with a limited distance
range.

The proprio sense is used to inform the agent of its own position and orientation at
any point in time. The proprio sense percepts are used inside the ow evel Agent to
control the agents movements, see section 4.

The various ranges of the senses are set by the agents individually at start-up and thus
different characters can have different sensing capabilities. For example a dog can have
a hearing sense which ranges further than that of a human. The agent can request an
alteration to its sensing ranges at run-time.

Percepts are generated at a rate of 10 times per second, thus if agent  is within agent
A s field of view, agent A will receive positional and all other information of agent 10
times per second. If an agent is sensing 20 objects it will receive 200 percepts per second.
Although this is a large amount of information the high percept rate is necessary for the
agents to perform smooth control of their motion if for example following another agent
around in the world.

The Virtual Environment Server accepts action requests from agents. These requests
can be of three types: 1) a movement request, 2) a request for the playing of a sound, and
2) a request for an animation.

Movements requests are used to update the internal model of the virtual world, and are
also sent to the Visualizer in order for movements to be shown to the user. Movement
requests cover only whole body movements, i.e., translation and rotation of the entire
object. All movement is velocity controlled. That is, an agent will contionuously send
updated translational and rotational velocities to the VE which are then used to compute
position and orientation by integrating over time. For example the current position
equals previous position plus translational velocity (3D vector) multiplied by the time
elapsed. This approach allows all movements to have the same visual speed independently
of the framerate of the visualization, that is, independent on the graphics processing power
of the computer used.

If an object has internal degrees of freedom, these degrees of freedom can only by
exploited through animations. Therefore an agent can send requests for certain animations
to be performed. Similarly, agents can requests audio files to be played. The playing of an
animation or an audio file naturally influences the user s experience, but in fact it is also
used by the VE module to generate percepts for agents. Le., if agent requests a hi
sound file to be played, audio percepts will also be generated for all agents within hearing
range of agent

Autonomous a ents

As mentioned in section 2 it has been chosen to break the autonomous agents into two
levels. This was primarily done for reasons of e ciency, since it was deemed that the agent
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Figure 8: Each agent consists of two levels: 1) a low level for reasoning primarily about
spatial properties and the agent s actions within the virtual environment, and 2) the high
level handling long term goals, emotions and personality traits.

architecture used by DF I was not capable of the accurate, high speed spatial processing
required to make the movements of the agents seem realistic in the virtual world.

Spatial reasoning such as path planning and obstacle avoidance would be better per-
formed by a module specifically designed for this purpose, i.e., the ow evel Agent.

The high level agent is in charge of reasoning about desires, long term goals and per-
sonality issues. Thus each high level agent is different (a cow agent is different from a pig
agent). Conversely, the low level agent part is identical for all agents.

The architecture used for the High evel Agents has been described elsewhere (PPR3-
PartC3) and will not be addressed further here.

During the PUPPET project a large amount of work has been devoted to developing
the ow evel Agent, since it gradually became evident that it would have to be much more
sofisticated than was originally intended. The interface between the High evel Agent and
the ow evel Agent has evolved into a quite complex one, and the ow evel Agent offers
several autonomous capabilities in order to free the High evel Agent of tasks requiring
very high speed reactive decision making. The High evel Agent sends action commands
toits ow evel Agent counterpart; examples include moveTo (object) , backwardAvoid
(object) , playSound (soundfile) , and playAnimation (animation) .

The ow evel Agent has five different resources , and every action command relates
to one of these resources:

ross body. The majority of action commands relate to the movement of the agent s
body within the Virtual orld, e.g., the agent command moveTo (object) is used
very frequently. ross body movements is pure translation/rotation of the entire

stiff body model.

Animation. There are action commands to run a certain animation a certain number
of times, and with a certain speed (fast or slow in a continuous range). It is also
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possible to set up default animations, which the character automatically reverts to
when another animation has terminated. This allows the agents to have default ani-
mations for standing and walking, which are automatically invoked when for example
a gesture animation terminates.

Sound. There is an action command for uttering a sound.

Memory. Several action commands are designed to let the High evel Agent query to

ow evel Agent about the current state of the world, e.g., requestPercepts which
causes the ow evel Agent to report what it is currently sensing. These action
commands have been introduced since it proved impossible for the AM architecture
to handle the amount of percepts generated for each agent.

Texture. There are action commands devoted to allowing the agent to control its
visual appearance by changing the textures mapped to the geometry. For example
agents can change their facial expression, or change from clean to dirty trousers.

The ow evel Agent can process and carry out action commands relating to all five
resources simultaneously. l.e., it can move around, while running animations, playing a
sound, change facial expression, and at the same time inform the High evel Agent about
what it is sensing right now.

The ressource in charge of controlling the gross body movements is by far the most
complicated element of the ow evel Agent. As shown in figure 8 the low level agent has
three internal modules: 1) spatial memory, 2) spatial reasoning, and 3) a super-ordinate
movement manager. The latter two use the former, but the action commands relating
to the Memory also allows the High evel Agent access to the information in the spatial
memory.

The spatial memory is used to store information of the virtual world, and thus the
spatial memory reflects an integration over all the percepts the agent has received in its
life. Naturally it will often be the case that the agent has sensed an object, and then
the agent may move away for a while and then come back to find that the object has
disappeared. The ow evel Agent solves this problem by continuously comparing what it
would expect to sense (based on its memory) with what it is actually sensing in the form
of percepts from the Virtual Environment Server. If the agent was expecting to see an
object, but did not, the object is marked as vanished in the spatial memory until such time
it is sensed again. The ow evel Agent refuses to perform for example moveTo actions on
objects that have vanished status in the spatial memory.

Additionally, the ow evel Agent can run in a mode where it does not have x-ray
vision, i.e., cannot see through objects. The VE generates percepts for agents without
checking for visual occlusion. This is done for e ciency reasons to save computing power.

ut is required the ow evel Agent can be setup to disregard vision percepts that are
associated with object which are in fact occluded by another object at at given point in
time. This non-x-ray vision vision functionality is a year 3 development.

Finally, the spatial memory of the ow evel Agent is used to enable each agent to
reason about the gaze direction, and thus indirectly the focus of attention, of other agents.
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That is, any agent can determine if another agent is looking at it or not. This year 3
development has specific use when scripting agents to react to the actions of the user s
avatar as decribed in PPR-Part

The motion planning module is used to allow the agent to plan collision free paths to any
position within the virtual world. The planning is naturally only based on the information
stored in the agent s spatial memory, so the agent does not have access to knowledge of
parts of the world it has not visited and perceived. Figure 9 shows a view of a scenario
and a path produced by the internal motion planning module of one of the agents.

T
= E']

Figure 9: Path planning example. The pig in the lower right of the image has been requested
to move to the farmer near the barn in the rear of the scene. The right figure shows the
path generated by the ow evel Agent.

The avatar is basically an autonomous agent, which does not itself control its movements.
IL.e., the movements of the avatar are fully determined by the user, but the avatar receives
percepts like any other agent. This design allows the user to choose any character for avatar
at any point in time, while making it possible for the old avatar to continue functioning
as an autonomous agent. l.e., when the user abandons an avatar for another, the old one
will become a normal autonomous agent, with the accumulated spatial knowledge. That
is, while an agent is avatar it still receives percepts exactly as when it is autonomous. The
ow evel Agent will thus accumulate world knowledge while moving around in avatar
mode.
The user chooses avatar by selecting the appropriate agent by point-and-click. The ow
evel Agent is informed about this, and it in turn informs its High evel Agent counterpart.
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In avatar mode action requests relating to the gross body resource are not accepted. As a
result the movements of the agent are solely controlled by the user through the use of the
mouse as described in section 3.2.

During year 3 a behaviour based autonomous agent architecture has been developed, which
interfaces to the VPT platform, and which enables designers to populate the scenario with
animate, responding characters. These behaviour based agents cannot be scripted for linear
narrative in the same manner as the AM High evel Agents, but they can be scripted
to perform behaviours from an arbitrarily complex behaviour tree, in the manner first
described by ruce lumberg.

These reactive agents are built on top of the ow evel Agent, and thus shares its
spatial memory, and has access to all the action commands which the ow evel Agent is
capable of performing.

In current PUPPET scenario these behaviour-based agents are used technical platform
for reactive world elements, such as a tractor which repsonds with a sound and an animation
when the Farmer comes close.

Scenario Control

The Scenario Control module (see figure 3) is in charge of controlling the progression
of an interaction through a series of levels, if this is intended. For example the users are
normally exposed to the platform and the scenario through a series of steps:

1. Investigate the world without the presence of the agents

2. Populate the world by moving around and clicking the troughs of each animal. Each
time a trough is clicked the appropriate animal will appear.

3. Investigating the world as various avatars. The user can change avatar at any time
by simply selecting a character.

In essence the Scenario Control module is a state machine designed to map the
actions of the user onto control information distributed throughout the entire system. The
Scenario Control module is thus a context dependent, scriptable machine which maps
user actions to control information for the rest of the system.

Interface odule

Referring to figure 3 the Interface Module primarily constitutes a communication link
between the AM Agent Module and the various ow evel Agent modules (of which
there are as many as there are agents in the scenario).

The link from the AM Agent Module to the Interface Module is based on a
TCP/IP socket. This makes it possible to run the entire ava module, including the AM
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Agent Module on a different computer than that of the rest of the system. This has
proven necessary since the AM Agent Module uses too much processing power to run
on the same machine as the Virtual Environment Server and the ow evel Agent
modules.

In reality the Interface Module works as a multiplexer and de-multiplexer. All action
commands from the am Agent Module to the ow evel Agent modules are de-
multiplexed and sent to the respective ow evel Agents. Conversely, for example percepts
from all ow evel Agents are multiplexed and sent over the same socket to the AM
Agent Module.

S ecial interaction devices interfaces

In addition to supporting the computer mouse as navigation device the VPT platform has
in year 3 been augmented with drivers for console game interaction devices. In particular a
driver has been developed which enables the user to do all navigation and viewpoint mode
control using a socalled wingman device, which is a multi-button, two joystick, handheld
interaction device used for e.g., PlayStation games.

Another year 3 development for the platform is support for transmitting real-world
sounds, via a microphone connected to the computer, into the virtual environment. If the
user is roaming the virtual world as an avatar, and the microphone is open, sounds over
a certain volume will be transmitted to the virtual world and, via the continuous stream
of percepts, agents will perceive the sounds coming from the avatar. This functionality
enables the design of agents that react to the sounds from the user. Although there is no
symolib processing of the sound signal, it is possible for the agents to sense the volume of
the sound produced by the user (e.g., yelling or talking softly).

ser sound recordin

As described previously all sounds produced by the agents are based on playing stored
sound files. Nevertheless, the VPT platform has lately been expanded with a module that
allows the user to record his/her own sound files.

This module is launched whenever an agent in the scenario requests the playing of a
sound file, which is not found by the platform in the designated sound directory.

The sound recording module is controlled through a simple 2D graphical user interface
based on the tape recorder metaphor: a record, a stop, a playback, and an button.
hen the button is pressed the recorded sound file is stored in the sound directory.

PPR-Part describes a special kind of interaction session, where the user gradually
builds up the interface audio track of a scenario using this sound recording facility.

19 CVMT/AAU



